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Abstract

Many machinelearningalgorithmsmale useof black box functions. Given
suchafunction f(z) for d dimensional, it canbedifficult to tell which variables,
if ary, dominatef. In quasi-rgressiorthe function f is expandedn an orthog-
onalbasis. A large numberof the coeficients are estimatedoy Monte Carlo and
thenvariouspartsof f areplotted. We illustrate quasi-rgressionon someneural
network andsupportvectormachinefunctions.Non-independencef thetraining
datacomplicatednterpretationput the methoddoesgive away of visualizingthe
contrikutionsto f of differentsubset®f inputvariables.

1 Intr oduction

Let f(z) beafunctiondefinedontheunit cube(0, 1)?. Fromevaluationsof f alonewe
seekanswerdo certainquestionsaboutf, suchaswhich of thed inputsto f aremost
important,andwhich of theinteractionamongthesevariablesaremostimportant.We
alsowould like to constructplots shaving the averageeffect on f of a smallsubsebf
thed inputs.

Our approachto theseproblemis to expand f in an orthonormalbasiswith an
infinite numberof coeficients. If we knew thesecoeficientswe could usethem,in
particularcertainsumsof squaredcoeficients,to describethe extentto which f de-
pendson variousof its inputs,aswell asthe extentto which f haslow or high order
interactionsor hasa goodlow degreeapproximation.We useMonte Carlo methods
to estimatethesecoeficients, and apply bias correctionsto samplesumsof squared
coeficients.

Section2 givesthe notationfor orthonormabasisexpansions Section3 describes
someinterpretablesubsetof coeficients,andintroduceshe ANOVA decomposition
of (0,1)?. Section4 describesMonte Carlo methodsof approximatingthesecoefi-
cients. Section5 outlineshaw this methodcanbe usedon the sortof black box func-
tion arisingin machinelearningapplications.By far the hardestssueto dealwith is



thatthe predictorvariablesusuallyhave nothinglike anindependendlistributionin the
training data. Section6 present@anapplicationto predictionfunctionsfrom a support
vectormachineandfrom aneuralnetwork.

2 Orthonormal basisexpansion

Let ¢po(xz) = 1 for all realvalues0 < z < 1 andsupposethat ¢g,¢1,... is a
completeorthonormalbasisfor L2(0,1). Thatis fol ¢r(z)ps(z)dz = 1,—,, and
f(z) = X2, Brér(z) in meansquarewhere 3, = fol f(x)é,(x)dz. Familiar ex-
amplesincludeorthogonalpolynomials Haarwavelets,andFourier series.

We extendtheanalysigo (0, 1)? by takingtensormproducts.Forr = (ry,...,rq) €
{0,1,...} andz = (z,...,2?D) definey,(z) = []}_, ¢r, (=?)). Thenfor f €
L?(0,1)? we have

f@) =" Brn(z) (1)
in meansquarewherethe coeficientsarenow
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3 Inter pretable setsof coefficients

The varianceof f(z) for z ~ U(0,1)% is 0*(f) = 3,0 7. Onemeasureof the
importanceof asubsetR of coeficientsis o% (f) = >, 4. A normalizedversion
iso% /o2,

The subsetf interestvary with applications.We cangrouptogetherbasisfunc-
tions,. involving a subsetf the input variables.Or we cangrouptogetherthe ones
thatareof “low order”in r. Thereareseveralwaysto describdow orderof r, including

d d
Irlo =3 1ns>0 and. lirfh =3 _rs and. Il = ma,

The first of thesedescribeshe numberof inputswith a nontrivial role in ,. The
secondeduceso theusualnotionof degreefor polynomials.Wheng,; areorthogonal
polynomials thenthe closestapproximatiorto f of degreek is Z||r||1§k B ().

Whenconsideringsubset®f input variableswe have in mind an analysisof vari-
ance(ANOVA) decompositiorof (0,1)¢ thatgeneralizeshediscreteANOVA usedin
factorialexperiments ThefunctionalANOVA wasintroducedoy Hoeffding (1948)and
hasbeenstudiedby Efron andStein(1981)andSobol’ (1969).Letw C {1,2,...,d}.
Thenwe maywrite

f@y= > ful®) 3



wheref,(z) only depend®n thosecomponent®f z in the subset.. The decomposi-
tion (3) is not unique. The usualchoicehastheline integral fol fu(2)dz( vanishing
whenj € u, for ary valuesof z(*) k # ;.

If w # v then f(o,l)d fu(z)fy(z)dz = 0 andthe varianceof f canbe written
0® = 3,9 0 Whereo?, is thevarianceof f, () for z ~ U(0,1)?. Fortheemptyset,
fo is everywhereequalto theintegral of f, anda% =0.

Thetermsf, whereu hascardinality|u| = 1 arecalledmaineffects. Termswith
|u| > 1 arecalledinteractions.The ANOVA componentanbe written in termsof
theorthogonaddecompositionFor u # 0, let R, = {r | r; > 0iff j € u}. Then

ful®) =D Br(z), and, oh = > B2
rTERL rERL

Theadditive functionclosesto f in meansquards (Stein1987)

d
fasd®) = fo+ D fipp(@) = Y B ().

i=1 lIrllo<1

Theclosesffunctionto f having interactionsof orderat mostk is

Z 57‘11[}7‘ (x) °

lIrllo<k

Theimportanceof the interactionf,, may be measuredy 2. Theimportanceof
thesubsetu of input variablescanbe describedy either

2 _ 2 =2 _ 2
Iu—E 0,, Of, Ty = E Oy-

vCu vNu#D

Normalizedversions,r 2 /o% and7 2 /o2, arethe global sensitvity indicesof Sobol’
(1993). The former describeghe varianceof f attributable solely to the effects of
variablesj € u while the latter describeghe varianceattributableat leastin partto
variablesj € u. Clearlyr2 < 72. A largevalueof 72 indicatesa subsebf variables
that actingtogethercanstronglyaffect f. A smallvalueof 72 indicatesa subsetof
variableshathave little effecton f, evenin combinationwith othervariables.

4 Monte Carlo coefficientestimation

Thecoeficient 3, is equalto theexpectedvalueof f(z),(z) whenz ~ U(0,1)%. An
andOwen(2001)presenMonte Carlosamplingto estimate3,. Let z; ~ U(0, 1)< for
i=1,...,n,anddefine

Bon= Z Fene), and, @
Srn = g S (Fe(e0) = ) ©



Both BT”) andS, , canbecomputedn onepassover the Monte Carlo sampleby nu-
merically stableupdatingformulasgivenby Chan,Golub,andLeVeque(1983).When
it is unambiguousthedependencen n is suppressetfom the notation. Theexpected
valueof S, /n is var(3, ).

Quasi-rgressiorestimatoraarenot leastsquaresestimatesl eastsquaresstima-
tion of p coeficientstakesO(np?) time wherequasi-rgressiorrequiresonly O(np).
The savings is possiblebecausehe functions,.(z) areby constructionorthogonal
with respecto z ~ U(0, 1)?, eventhoughthey arenot orthogonalwith respecto the
sampledistribution of x4, ..., z,. For fixedp andn , Owen(2000)shaws that
leastsquaress ordinarily more accuratethan quasi-rgression.But quasi-rgression
allows muchlargerp to beusedfor a givencomputationabudget.

In practicewe estimateonly finitely mary coeficients. We truncatethe infinite set
of indicesto afiniteset = {r||r|lo < o, lI7li £ 1,7l £ oo} for problem
dependentalues o, 1,and . For estimatesﬁm of p coeficientsg,.,r € ,the
quasi-rgressiorapproximatiorto f is fn(;z:) =Y e Emzpr(x).

Theaccuray of f,, canbeassesselly averaging(f(z;) — f»(z;))? overanumber
of valuesi > n. Thisprovidesaform of cross-\alidatederrorbecaus&n depend®nly
onzxy,...,x, andis independendf x,, ;. We have foundit corvenientto updatea
running averageof the mostrecentvaluesof (f(z,) — fn 1(zn))2. The numberof
valueswe useis approximately 2n. This meansquarederror combinestruncation
errorsdueto usingafinite set andestimatiorerrors(3,.,, — 3,)% forr €

For alargesetR of coeficients,anunbiasedestimateof - . B2 is >, .» B2 -
Sr/n. Thebiascorrectioncanbe very importantwhenthe cardinalityof R is large.

Jiang and Owen (2001) introduce shrinkagemethodsto reducethe varianceof
quasi-rgressiorestimatestaking

ﬁb(w) = fn, (33) = Z r,n,gT,nd)T(w)a
re

where ., € 0,1 isashrinkageparametethatmaydependnz, ..., z,. Shrinkage
is alsoemployedin constructinghe coeficient estimatestaking

,Er,n = %iibr(%)(f(%) - Z 5, 1Es,z' 1¢r($i))

S#T
where ;; 1 € 0,1 maydependonzi,...,z; 1, and ;o is specifiedbeforeary
z; are sampled. For ary n 0, only finitely mary of the ,, are nonzero,and
5,0 = /BS,O =0.

Updatableunbiasedvarianceestimatesare availablefor usewith shrinkageasare
cross-alidatederror estimates.The costremainsO(np). For details,seeJiangand
Owen(2001).

5 Application to machinelearning

Supposehat training dataof the form (z;, ;) areusedto constructa rule f(z) on
whichto basepredictionof from z. (Thez; herearenotmeantto bethesamevalues



asthoseusedin quasi-rgression.)In regressionproblemswhere €  thefunction
f maybe a directestimateof . When takesonly two valuesthen f(z) may be
comparedo a thresholdto determinewhich valueis the prediction. In suchcasesf
may have an interpretationrelatedto a conditionalprobability of givenz, or to a
margin.

Many of the most effective methodsfor machinelearningare built up as com-
binationsof simple functions. Examplesinclude radial basisfunctions, feedforward
neuralnetworks, supportvectormachinegVVapnik 1995)andcombinationf trees,as
in FreundandSchapirg1996),Friedman Hastie,andTibshirani(2000),andBreiman
(2001). Thougheachindividual partof the functionis simplelooking, the functionas
awholeis complex.

We would lik e to know which component®f 2 aremostimportantto f. Thereare
at leastthreedifferentnotionsof importance. The first is causality The component
29 is causallyimportantif changingit in the real world will causea changein
Causalitycannotordinarily be inferredfrom obsenationaldata,dueto the possibility
of unknown variablesaffectingbothz(¥) and . (An exceptioncanbe madefor some
designedexperimentsemploying randomization.) We do not attemptto infer which
variablesarecausal.

A secondnotion of variableimportanceis thata variablez?) is importantto the
extent that out-of-samplepredictionsof  are betterfor rulestrainedwith z() than
for rulestrainedon datawith 2(¥) absentPredictive variableimportanceof this sortis
mostdirectly addresseby trainingthemachindearningrule multiple timesemploying
differentsubsetof theinput variablesandcomparingaccurag on atestset. See for
example, John,Kohavi, andPfleger(1994).

A third notionof variableimportances thattakingthefunction f () atfacevalue,
thevariablez(?) playsalargerolein f. In this settingwe regardthe function f asthe
objectof studyandlook atwhich of theinputvariablesareimportantin determiningt.

To fix ideas,considera linear predictor o + Z?:l jx(j). We cannotordinarily

tell fromthe whetherz(9) is causalandbecausef possibilityof collinearity, the j
donoteventell uswhichof thez(?) arenecessarfor agoodprediction.Butin alinear
model, a large value| ;| is an indication of the importanceof (%) to the function
f, assuminghat the () have beenrescaledto be comparableby somemeasureof
spread.lt is alsoimmediatein alinearmodelthatthe variablesactsingly without any
interaction.Our goalis to developcomparabldacevalueinterpretationgor blackbox
functions.

Ourapproachs similarto thatof Roosen(1995)who samplecbn arandomizedr-
thogonalarraydesign(Owen1992)andaveragedunctionvaluesto estimateANOVA
components.We find that quasi-rgressionestimatesare much smootherthan aver-
agesover orthogonalarrays.Researchers globalsensitvity analysis(Saltelli, Chan,
and Scott2000)also studyblack box functionsat facevalue,regardingthe inputsas
independent.

A seriousssuein facevalueinterpretatiorfor the machinelearningcontext is that
thecomponents:(?) in thetrainingdataaretypically notcloseto independentWe may
identify importantstructurein f, only to find thatit takesplacein aregion of (0,1)¢
containingnoneof thetrainingsamplepoints. As asimpleexample supposehatd = 2



andthatall of thepoints(xgl),m?)) fori =1,...,n arein thetrianglebelow theline
z(M 4 z(2) = 1. Thequasi-rgressiorapproacttonsidergointsz € (0,1)? abovethe
line aswell asbelow theline wherethe dataare.

A similar issuearisesin the noising up methodof Breiman(2001). There,the
importanceof z(4) is assessetly how badly performancedegradeswhenthe values
:cgj) for differentcasesare randomized. After noising-up,the pairs (mgl),xgz)) will
includesomepointsabovetheline. Similarly, the partialdependencplotsof Friedman
(2001)presentveragef f over predictorcombinationcombiningsamplevaluesof
onesubsetof predictorsz() with all valuesbetweer) and1 for the complementary
subsetln this simpleexamplepartialdependencplotswill alsoincludein theaverage
somepartof theregion abore theline.

Facevalueinterpretation®f variableimportancecanstill be usedto garnerinsight
into f. Ideally a blackbox functionshouldextrapolateconseratively into ary regions
wherethereareno training data. Contoursof the quasi-rgressiorapproximationcan
be plottedalongwith thetrainingdatato checkthis.

6 Example

For our example,we considera widely studieddatasetfrom the UC Irvine repository
(Blake andMerz 1998). The responsevariableis a determinatiorof whethera given
womanis diabetic. Thereare 7 predictors,including medicalmeasurementand per
sonalhistory. All of the womenare Pimalndians. We usedthe versionof this data
setfoundin Ripley (1996). Thereare200 completecasedor trainingand 2 for a
testset. Thenumberof pregnanciesvasreplacedby (1 + numberof pregnancies.
Thenit andthe otherpredictorswerescaledinearly to theinterval 0,1 .

We consideresgupportvectormachinesandfeedforwardneuralnetworksfor mak-
ing the predictions. The neuralnetwork wasrun usingan Splusversiondescribedn
VenablesandRipley (1999).All squashingunctionswerelogistic, (1 + ) . The
probabilityof beingdiabeticwasmodelledasa linearlogistic regressiorin acombina-
tion of the original variablesandtwo hiddenunitswhich werethemselesconstructed
by logistic squashingf linear functionsof the inputs. We took for f the output of
the neuralnetwork just beforethe final squashingnto (0, 1). The comparabldogistic
regressions thensimply a linearfunction f. For the supportvectormachinewe took
f to bethedistancefrom the separatindiyperplane.

Theneuralnetwork wastrainedtwice, yielding quitedifferentfunctions,with simi-
lar performanceWe alsousedsupportvectormachinesvith Gaussiarkernels.Table1
shavs theresultsof quasi-rg@ressiompproximationgo theseblack boxes. The quasi-
regressiorapproximationsverebuilt usingshrinkageandwith n = 500,000evaluations
of theblackbox functions.Coeficientsin = = {r | [|r|lo < ,|I7|li € ,l|*llc < }
wereused. Therearep = 21 of thesecoeficients. The basisfunctionsusedare
tensomproductsof orthogonapolynomialsover the unit interval.

The two neuralnetworks have the sameparametricform. As is well known, net-
work training canleadto differentmodels,evenfor the samearchitectureon the same
data. In this casethe first fit almostignoresthe numberof pregnancies.The second
neuralnetwork hasthenumberof pregnanciesxplaining . % of thevariationin f all



Logistic NNetl NNet2 SVM(G)
Training Error 0.230 0.200 0.170 0.200
TestError 0.244  0.214 0.232 0.205
Numberof Pregnancies| 0.009 0.002 0.069 0.136
PlasmaGlucose 0.436 0.294 0.238 0.259
DiastolicB.P. 0.002 0.000 0.030 0.000
Skinfold thickness 0.002 0.051 0.006 0.017
Body massindex 0.134 0.010 0.057 0.105
DiabetesPedigred-n 0.320 0.429 0.343 0.257
Age 0.098 0.060 0.036 0.096
Total additive 1.000 0.846 0.779 0.869
Total two-factor 0.000 0.085 0.125 0.118
Total three-factor 0.000 0.050 0.067 0.012
Total four-factor 0.000 0.012 0.018 0.000
QREG1 — ? 6.6e-3 1.0e-2 4.1e-4

Tablel: Thetop rows of numbersshaw trainingandtesterrorratesfor logistic regres-
sion, two neuralnetwork fits, and supportvector machinesusing a Gaussiarkernel.
The next seven rows shav the proportionof the variationin eachmodel attributable
to the predictorvariablestaken oneat a time. Thefollowing four rows shav the total
contributionsof maineffectsandinteractionsnvolving two, three andfour of thevari-
ables.Theproportionsareunbiasecestimatebasecdn a Monte Carlosampledivided
by the samplevarianceandthenroundedto places.Thefunctionson whichthey are
basedits the datawith a cross-alidatedl — 2 givenin the bottomrow.

by itself. This differences largerthanthe quasi-rgressiorerror. The quasi-rgression
modelfit theoriginal blackboxesto within 0. % and1%, basedn a cross-alidated
squarecerror.

The supportvectormachinefunctionis . % additive andthesemain effectsto-
getherwith two factor interactionsexplain about . % of the variation. The two
largestmaineffects,thosefor plasmaglucoseandthediabetegpedigredunction, were
of nearlyequalsize.Both hadpositive slopes.The maineffectfor plasmaglucosewas
virtually linearwhile therewassomeslight negative curvaturein theeffectfor the pedi-
greefunction. Thelargestinteractionis thatbetween (1 + Numberof pregnancie$
andthediabetepedigredunction,andit accountdor 2. % of the SVM variation.Fig-
urel shavstheinteractionandcomparest to the sameinteractionfor neuralnetwork
1in whichit explainedonly 10  of thevariation.

It is clearthatoneprominentcornerin the SVM interactionis respondindo asingle
pointwith zeropregnanciesandthe highestobsened pedigreefunction. Thereis also
somenonlinearstructurein the cornerwhereboth of thesevariablesarehigh, despite
theabsensef any datapointsthere.In thisinstancdt appear¢o bea smallamountof
nonlinearity
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Figure 1: The top two plots shav the interaction between 1 +
Numberof pregnancie$ and the diabetespedigreefunction in the support vector
machinepredictionof diabetesTheplot ontheleft is a contourplot, with thetraining
datasuperimposedPlusesareplottedfor diabeticsandopencirclesfor non-diabetics.
The correspondingerspectie plot appearon theright. The bottomtwo plots shav
the sameinteractionfor the neuralnetwork.
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