
Stat/HRP 262: Notes on the t test

Definitions

Given Y1, . . . , Yn independent from the N(µ, σ2) distribution, let

t =
Ȳ − µ0

s/
√
n
,

where

Ȳ =
1
n

n∑
i=1

Yi,

and

s2 =
1

n− 1

n∑
i=1

(Yi − Ȳ )2.

Assume n ≥ 2 so that s2 is well defined.

Hypothesis test

The hypothesis H0 : µ = µ0 is rejected at the level α, in favor of the
alternative H0 : µ 6= µ0, if

P

(
|t| ≥ t1−α/2(n−1)

)
.

The most common test level is α = .05 for which the critical threshold is
t0.975
(n−1). For very large n the distribution of t is nearly N(0, 1) and then
t0.975
(n−1)

.= 1.96. Values close to 2 are typical for modestly large n.

If µ = µ0 then there is an α/2 probability that t ≥ t
1−α/2
(n−1) and an

equal probability that t ≤ t
1−α/2
(n−1) and these add to give α probability that

|t| ≥ t1−α/2(n−1) .
Failing to disprove an hypothesis is not the same as proving it. Thus it

is rarely sensible to accept an hypothesis. Exceptions can arise when, for
example, only a short finite list of µ values are possible. Then rejecting all
but one of them starts to resemble accepting the other.
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p-value

The p-value is the smallest α at which H0 is rejected. Or the largest α at
which H0 is rejected. For a t-test

p = P (|t(n−1) ≥ |t|).

Values like p = .049 and p = .051 describe evidence of nearly identical
strength. Extremely small p-values can be impressive but do not always
correspond to practically important results.

Confidence intervals

A 100(1− α)% confidence interval for µ has the form

Ȳ ± s√
n
t
1−α/2
(n−1) .

This is an interval with random endpoints. Those random endpoints contain
the true µ with probability 1−α. The typical test level α = 0.05 corresponds
to the typical confidence level of 95%.

Derivation

If Z ∼ N(0, 1) and Q ∼ χ2
(r) are independent then t = Z/

√
Q/r has the t(r)

definition. We often have a quantity of the form

(θ̂ − θ)/
√
V̂ (θ̂), (1)

where θ is a parameter of interest, θ̂ is it’s estimate and V̂ is our estimate of
the variance V (θ̂). Then a t distribution is often a reasonable approximation
for the distribution of the quantity in (1), with r equal to the degrees of
freedom in the denominator estimate. We’ll say more about degrees of
freedom later. For normally distributed data and many linear estimates θ̂
the t distribution is exact.

Reliability

The t based methods are only weakly dependent on normality of Yi, partic-
ularly when n is large. They are extremely dependent on the independence
assumption.
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Power

The power of a t-test is the probability of rejecting H0, that is 1 − β =
P (|t| ≥ t1−α(n−1)). Here β is the probability of not rejecting. It is sometimes
called the type II error probability while α is the type I error probability.

Because the square of a t(r) distribution is an F1,r distribution we have
power equal to P (t2 ≥ F 1−α

1,n−1). If µ = µ0 then t2 has the F1,n−1 distribution
but otherwise it does not. It has instead the noncentral F distribution
denoted by F ′1,n−1(λ) where

λ = n

[
µ− µ0

σ

]2

is the noncentrality parameter.
The main use of power is in computing the sample size needed to detect

an effect. The power is an increasing function of λ. The power increases if
n is increased, or if the effect size |µ− µ0|/σ is increased.

Many text books have tables or graphs of noncentral distributions and
many software packages implement them. In both cases you have to be sure
to interpret the noncentrality parameter the same way that the package or
book does. The definition above is the most commonly used one.

Sample sizes are chosen by picking small target error probabilities α and
β and then increasing n until the power is at least the desired 1−β. Usually
one has to make a guess for σ in order to put in (µ− µ0)/σ. Sometimes an
educated guess, based on earlier and similar data, is possible.

Very often the resulting n is too large to afford, particularly if |µ−µ0|/σ
is small or β is small. Then one has to compromise. Often one uses β = 0.2.
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