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Estimating the prediction error

@ Asymptotic approximations for EPE.
» Mallows Cp:
C, = SSE + 2p52,

where p is the number of predictors. This is an unbiased estimate
for EPE.
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Reduces to C,, for linear models.
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Estimating the prediction error

@ Asymptotic approximations for EPE.
» Mallows Cp:
C, = SSE + 2p52,

where p is the number of predictors. This is an unbiased estimate
for EPE.
» Akaike’s Information Criterion:

AIC = —2loglik + 2p.

Reduces to C,, for linear models.
@ Cross-validation

Select the model that minimizes the Cp, AIC, or cross-validation error.
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More on the C,

Cp = SSE + 2p5?

In book:
Cp = SSE+2pa — n6? ,

but the last term doesn’t change across models.

@ 52 is usually estimated from the largest model.

@ Usual practice: plot C, versus p, choose model with minimum.
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Bayes Information Criterion
Asymptotic approximation for

—2log P(Model|Data) « —2log {P(Model) P(Data|9)f(0)d9}

0cO
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Bayes Information Criterion
Asymptotic approximation for

—2log P(Model|Data) « —2log {P(Model) P(Data|9)f(9)d9}

0cO

A

BIC = —2/(0) + plog n,

where

@ /() is the log likelihood function. For linear regressions assuming
Gaussian errors,

BIC ~ SSE /o2 + plog n.
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BIC = —2/(0) + plog n,

where

@ /() is the log likelihood function. For linear regressions assuming
Gaussian errors,

BIC ~ SSE /o2 + plog n.

@ # is the likelihood maximizing value, for linear regressions this is
the least squares estimate.
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Bayes Information Criterion
Asymptotic approximation for

—2log P(Model|Data) « —2log {P(Model) P(Data|9)f(9)d0}
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A

BIC = —2/(0) + plog n,

where

@ /() is the log likelihood function. For linear regressions assuming
Gaussian errors,

BIC ~ SSE /o2 + plog n.

@ # is the likelihood maximizing value, for linear regressions this is
the least squares estimate.
@ pis the number of parameters in the model.
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Bayes Information Criterion
Asymptotic approximation for

—2log P(Model|Data) « —2log {P(Model) P(Data|9)f(9)d0}

0cO

A

BIC = —2/(0) + plog n,

where

@ /() is the log likelihood function. For linear regressions assuming
Gaussian errors,

BIC ~ SSE /o2 + plog n.

@ # is the likelihood maximizing value, for linear regressions this is
the least squares estimate.
@ pis the number of parameters in the model.

Pick the model that minimizes the BIC.
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Exploring the model space
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Y: Sales price
Xi:
: # bathrooms
: Lot size

: Living space
: Garage

. #rooms

: # bedrooms

: Property age
: # fireplaces

Local taxes

= 512 possible models!
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Exploring the model space

@ Forward selection:

@ Start with null model.
@ Repeat: add variable with the most significant F-test.
© End when no variable has F-test p-value < a.
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Exploring the model space

@ Forward selection:
@ Start with null model.
@ Repeat: add variable with the most significant F-test.
© End when no variable has F-test p-value < a.

@ Backward elimination:
@ Start with full model.
@ Repeat: delete variable with the least significant F-test.
© End when all variables have F-test p-value < a.
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Exploring the model space

@ Forward selection:
@ Start with null model.
@ Repeat: add variable with the most significant F-test.
© End when no variable has F-test p-value < a.
@ Backward elimination:
@ Start with full model.
@ Repeat: delete variable with the least significant F-test.
© End when all variables have F-test p-value < a.
© Forward + Backward: Same as forward procedure, with option of
deleting a variable at each step.
© All subsets: possible when number of possible predictors is small
(< 20).

Nancy R. Zhang (Statistics 191) Lecture 12 February 27, 2008 6/19



Model Shrinkage Methods

@ Bias variance trade off:
EPE = 52 + (Model bias)? + Model variance

MSE = E[B — f)? = Bias(j3) + Var(p).
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Model Shrinkage Methods

@ Bias variance trade off:
EPE = 52 + (Model bias)? + Model variance

MSE = E[B — f)? = Bias(j3) + Var(p).

@ Mallows C,, statistic:

Cy = SSE + 2p52.

The second term is a “penalty” for model size.

Nancy R. Zhang (Statistics 191) Lecture 12 February 27, 2008 7/19



Model Shrinkage Methods

@ Bias variance trade off:
EPE = 52 + (Model bias)? + Model variance

MSE = E[B — f)? = Bias(j3) + Var(p).

@ Mallows C,, statistic:

Cp = SSE + 2p52.
The second term is a “penalty” for model size.

@ Today: penalties based on j.

@ Ridge regression
@ LASSO
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Ridge Regression

Ridge was developed first. It is based on the idea of constrained
minimization:

2
n p

Minimize: (Yi — Bo — ZXU@')
i=1 J=1

p
Subjectto: Y g7 < C.
=

Nancy R. Zhang (Statistics 191) Lecture 12 February 27, 2008 8/19



Ridge Regression

Ridge was developed first. It is based on the idea of constrained
minimization:

2
n P
Minimize: > [ Yi— 8o — > X6
i=1 j=1
p
Subjectto: Y g7 < C.
j=1
By the Lagrange multiplier method, this is equivalent to:

2
n P P
Minimize: " (Y,- — By — injgj) +ac > B
=

i=1 j=1

The second term is a penalty that depends on ||3]|2.
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Ridge Regression

Ridge regression:

2
n p p

Minimize: Z (Y,- — By — injgj) i )‘Zﬁ/?'
=

i=1 j=1

@ |In statistics this is also called “shrinkage”: you are shrinking || 3|
towards 0.

@ ) is a shrinkage parameter that you have to choose.

© The Ridge solution Bridge is easy to solve, because the above is
still a quadratic function in 3.
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Ridge Solutions

Ridge loss function:

3

p
f(8)=> (Y,- —Bo— > _ X3
i=1

2
p
) +AY B
j=1
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Ridge Solutions

Ridge loss function:

3

2
p p

f(8) =" (YI/BOZ Xijﬂj) +AY B
=

i=1 j=1
In matrix notation:

f(B) = (Y—-XB)(Y—XB)+A3'8
= BIXX+MB-BXY-YX3+YY
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Ridge Solutions

Ridge loss function:

3

i=1 j=1

2
p P
f(8)=> (Yiﬂo Zx,-,ﬂ,-) +AD B
. j=1

In matrix notation:

f(B) = (Y—-XB)(Y—XB)+A3'8
= BIXX+MB-BXY-YX3+YY

Solving f'(3) = 0 gives you:

Bridge = (X'X +ANTIX'Y.
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Ridge Solutions

@ Whereas the least squares solutions 5 = (X'X)~'X'Y are
unbiased if model is correctly specified, ridge solutions are biased

E[Bridge] 75 .
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Ridge Solutions

@ Whereas the least squares solutions 5 = (X'X)~'X'Y are
unbiased if model is correctly specified, ridge solutions are biased

E[Bridge] # .
© However, at the cost of bias, Ridge reduces the variance, and thus
might reduce MSE.

MSE = Bias® + Variance
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Ridge Solutions

@ Whereas the least squares solutions 5 = (X'X)~'X'Y are
unbiased if model is correctly specified, ridge solutions are biased

E[Bridge] 75 .

© However, at the cost of bias, Ridge reduces the variance, and thus
might reduce MSE.

MSE = Bias?® + Variance

© Ridge solutions are hard to interpret, because it is not sparse.

Sparse: some f;’s are set exactly to 0.
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Ridge solutions versus lambda

tix$eoef)
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Ly penaties

What if we constrain the Ly norm instead of the Euclidean norm?

2
n

o
Minimize: Z Yi—Bo — Z XiiBj

i=1 j=1

o
Subjectto: Y || < C.
=
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Ly penaties

What if we constrain the L1 norm instead of the Euclidean norm?

2
n p
Minimize: Z (Yi — o — Z Xi/ﬂ/)

i=1 j=1

o
Subjectto: Y || < C.
=

This is a subtle, but important change.

2
n p p
Minimize: (Y,- —fo — ZX,-,-@-) +Ac )15l
=

i=1 j=1

The above is termed Lasso regression (Tibshirani, 1996).
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Comparing Lasso and Ridge, from Tibshirani (1996).
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Lasso

Lasso loss function is no longer quadratic, but is still convex:

2
n P P
Minimize: > [ Yi— 80— > X8 | +A>_I5l-

i=1 j=1 j=1
@ Unlike Ridge, there is no analytic solution for the LASSO.

@ Efron et al. (2002) gave an efficient algorithm 1ars to solve the
Lasso.

© Lasso solutions are sparse.
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Selecting the shrinkage parameter A

A can be selected based on any of the model selection criterions we
have discussed.

@ C, included in the output of 1ars.
@ Cross-validation (cv.lars).
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Lars output

Standardized Coeflicients
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Lars C,

building lars$Cp
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Lars cross validation prediction error

Nancy R. Zhang (Statistics 191)

fraction

Lecture 12

February 27, 2008

19/19



