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FIGURE 18.16. Root mean squared test error (± one standard error), for
supervised principal components and thresholded PLS on 100 realizations from
model (18.37). All methods use one component, and the errors are relative to
the noise standard deviation (the Bayes error is 1.0). For both methods, different
values for the filtering threshold were tried and the number of features retained
is shown on the horizontal axis. The extreme right points correspond to regular
principal components and partial least squares, using all the genes.

of features, it may be that some of the omitted features have sizable inner
products with the supervised principal component (and could act as a good
surrogate). In addition, highly correlated features will tend to be chosen
together, and there may be great deal of redundancy in the set of selected
features.

The lasso (Sections 18.4 and 3.4.2), on the other hand, produces a sparse
model from the data. How do the test errors of the two methods compare on
the simulated example of the last section? Figure 18.17 shows the test errors
for one realization from model (18.37) for the lasso, supervised principal
components, and the pre-conditioned lasso (described below).

We see that supervised principal components (orange curve) reaches its
lowest error when about 50 features are included in the model, which is
the correct number for the simulation. Although a linear model in the first
50 features is optimal, the lasso (green) is adversely affected by the large
number of noisy features, and starts overfitting when far fewer are in the
model.

Can we get the low test error of supervised principal components along
with the sparsity of the lasso? This is the goal of pre-conditioning (Paul
et al., 2008). In this approach, one first computes the supervised principal
component predictor ŷi for each observation in the training set (with the
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FIGURE 18.17. Test errors for the lasso, supervised principal components,
and pre-conditioned lasso, for one realization from model (18.37). Each model is
indexed by the number of non-zero features. The supervised principal component
path is truncated at 250 features. The lasso self-truncates at 100, the sample size
(see Section 18.4). In this case, the pre-conditioned lasso achieves the lowest error
with about 25 features.

threshold selected by cross-validation). Then we apply the lasso with ŷi as
the outcome variable, in place of the usual outcome yi. All features are used
in the lasso fit, not just those that were retained in the thresholding step
in supervised principal components. The idea is that by first denoising the
outcome variable, the lasso should not be as adversely affected by the large
number of noise features. Figure 18.17 shows that pre-conditioning (purple
curve) has been successful here, yielding much lower test error than the
usual lasso, and as low (in this case) as for supervised principal components.
It also can achieve this using less features. The usual lasso, applied to
the raw outcome, starts to overfit more quickly than the pre-conditioned
version. Overfitting is not a problem, since the outcome variable has been
denoised. We usually select the tuning parameter for the pre-conditioned
lasso on more subjective grounds, like parsimony.

Pre-conditioning can be applied in a variety of settings, using initial
estimates other than supervised principal components and post-processors
other than the lasso. More details may be found in Paul et al. (2008).

18.7 Feature Assessment and the Multiple-Testing
Problem

In the first part of this chapter we discuss prediction models in the p � N
setting. Here we consider the more basic problem of assessing the signif-
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icance of each of the p features. Consider the protein mass spectrometry
example of Section 18.4.1. In that problem, the scientist might not be inter-
ested in predicting whether a given patient has prostate cancer. Rather the
goal might be to identify proteins whose abundance differs between nor-
mal and cancer samples, in order to enhance understanding of the disease
and suggest targets for drug development. Thus our goal is to assess the
significance of individual features. This assessment is usually done without
the use of a multivariate predictive model like those in the first part of this
chapter. The feature assessment problem moves our focus from prediction
to the traditional statistical topic of multiple hypothesis testing. For the
remainder of this chapter we will use M instead of p to denote the number
of features, since we will frequently be referring to p-values.

TABLE 18.4. Subset of the 12, 625 genes from microarray study of radiation
sensitivity. There are a total of 44 samples in the normal group and 14 in the
radiation sensitive group; we only show three samples from each group.

Normal Radiation Sensitive

Gene 1 7.85 29.74 29.50 . . . 17.20 -50.75 -18.89 . . .
Gene 2 15.44 2.70 19.37 . . . 6.57 -7.41 79.18 . . .
Gene 3 -1.79 15.52 -3.13 . . . -8.32 12.64 4.75 . . .
Gene 4 -11.74 22.35 -36.11 . . . -52.17 7.24 -2.32 . . .
...

...
...

...
...

...
...

...
...

Gene 12,625 -14.09 32.77 57.78 . . . -32.84 24.09 -101.44 . . .

Consider, for example, the microarray data in Table 18.4, taken from a
study on the sensitivity of cancer patients to ionizing radiation treatment
(Rieger et al., 2004). Each row consists of the expression of genes in 58
patient samples: 44 samples were from patients with a normal reaction, and
14 from patients who had a severe reaction to radiation. The measurements
were made on oligo-nucleotide microarrays. The object of the experiment
was to find genes whose expression was different in the radiation sensitive
group of patients. There are M = 12, 625 genes altogether; the table shows
the data for some of the genes and samples for illustration.

To identify informative genes, we construct a two-sample t-statistic for
each gene.

tj =
x̄2j − x̄1j

sej
, (18.38)

where x̄kj =
∑

i∈C�
xij/N�. Here C� are the indices of the N� samples in

group �, where � = 1 is the untreated group and � = 2 is the treated group.
The quantity sej is the pooled within-group standard error for gene j:
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FIGURE 18.18. Radiation sensitivity microarray example. A histogram of the
12, 625 t-statistics comparing the radiation-sensitive versus insensitive groups.
Overlaid in blue is the histogram of the t-statistics from 1000 permutations of the
sample labels.

sej =
σ̂j√

1
N1

+ 1
N2

; σ̂2
j =

1
N1 + N2 − 2

(∑
i∈C1

(xij−x̄1j)2+
∑
i∈C2

(xij−x̄2j)2
)

.

(18.39)
A histogram of the 12,625 t-statistics is shown in orange in Figure 18.18,
ranging in value from −4.7 to 5.0. If the tj values were normally distributed
we could consider any value greater than two in absolute value to be sig-
nificantly large. This would correspond to a significance level of about 5%.
Here there are 1189 genes with |tj | ≥ 2. However with 12,625 genes we
would expect many large values to occur by chance, even if the treatment
had no effect on any gene. For example, if the genes were independent
(which they are surely not), the number of falsely significant genes would
have a binomial distribution with mean 12, 625 · 0.05 = 631.3 and standard
deviation 24.5; the actual 1189 is way out of range.

How do we assess the results for all 12,625 genes? This is called the mul-
tiple testing problem. We can start as above by computing a p-value for
each gene. This can be done using the theoretical t-distribution probabil-
ities, which assumes the features are normally distributed. An attractive
alternative approach is to use the permutation distribution, since it avoids
assumptions about the distribution of the data. We compute (in principle)
all K =

(
58
14

)
permutations of the sample labels, and for each permutation

k compute the t-statistics tkj . Then the p-value for gene j is



686 18. High-Dimensional Problems: p � N

pj =
1
K

K∑
k=1

I(|tkj | > |tj |). (18.40)

Of course,
(
58
14

)
is a large number (around 1013) and so we can’t enumer-

ate all of the possible permutations. Instead we take a random sample of
the possible permutations; here we took a random sample of K = 1000
permutations.

To exploit the fact that the genes are similar (e.g., measured on the
same scale), we can instead pool the results for all genes in computing the
p-values.

pj =
1

MK

M∑
j′=1

K∑
k=1

I(|tkj′ | > |tj |). (18.41)

This also gives more granular p-values than does (18.40), since there many
more values in the pooled null distribution than there are in each individual
null distribution.

Using this set of p-values, we would like test the hypotheses:

H0j = treatment has no effect on gene j

versus (18.42)
H1j = treatment has an effect on gene j

for all j = 1, 2, . . . ,M . We reject H0j at level α if pj < α. This test has
type-I error equal to α; that is, the probability of falsely rejecting H0j is α.

Now with many tests to consider, it is not clear what we should use
as an overall measure of error. Let Aj be the event that H0j is falsely
rejected; by definition Pr(Aj) = α. The family-wise error rate (FWER)
is the probability of at least one false rejection, and is a commonly used
overall measure of error. In detail, if A = ∪M

j=1Aj is the event of at least
one false rejection, then the FWER is Pr(A). Generally Pr(A) � α for
large M , and depends on the correlation between the tests. If the tests are
independent each with type-I error rate α, then the family-wise error rate
of the collection of tests is (1− (1− α)M ). On the other hand, if the tests
have positive dependence, that is Pr(Aj |Ak) > Pr(Aj), then the FWER
will be less than (1 − (1 − α)M ). Positive dependence between tests often
occurs in practice, in particular in genomic studies.

One of the simplest approaches to multiple testing is the Bonferroni
method. It makes each individual test more stringent, in order to make the
FWER equal to at most α: we reject H0j if pj < α/M . It is easy to show
that the resulting FWER is ≤ α (Exercise 18.16). The Bonferroni method
can be useful if M is relatively small, but for large M it is too conservative,
that is, it calls too few genes significant.

In our example, if we test at level say α = 0.05, then we must use the
threshold 0.05/12, 625 = 3.9×10−6. None of the 12, 625 genes had a p-value
this small.
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There are variations to this approach that adjust the individual p-values
to achieve an FWER of at most α, with some approaches avoiding the
assumption of independence; see, e.g., Dudoit et al. (2002b).

18.7.1 The False Discovery Rate

A different approach to multiple testing does not try to control the FWER,
but focuses instead on the proportion of falsely significant genes. As we will
see, this approach has a strong practical appeal.

Table 18.5 summarizes the theoretical outcomes of M hypothesis tests.
Note that the family-wise error rate is Pr(V ≥ 1). Here we instead focus

TABLE 18.5. Possible outcomes from M hypothesis tests. Note that V is the
number of false-positive tests; the type-I error rate is E(V )/M0. The type-II error
rate is E(T )/M1, and the power is 1 − E(T )/M1.

Called Called
Not Significant Significant Total

H0 True U V M0

H0 False T S M1

Total M −R R M

on the false discovery rate

FDR = E(V/R). (18.43)

In the microarray setting, this is the expected proportion of genes that
are incorrectly called significant, among the R genes that are called signif-
icant. The expectation is taken over the population from which the data
are generated. Benjamini and Hochberg (1995) first proposed the notion of
false discovery rate, and gave a testing procedure (Algorithm 18.2) whose
FDR is bounded by a user-defined level α. The Benjamini–Hochberg (BH)
procedure is based on p-values; these can be obtained from an asymptotic
approximation to the test statistic (e.g., Gaussian), or a permutation dis-
tribution, as is done here.

If the hypotheses are independent, Benjamini and Hochberg (1995) show
that regardless of how many null hypotheses are true and regardless of the
distribution of the p-values when the null hypothesis is false, this procedure
has the property

FDR ≤ M0

M
α ≤ α. (18.45)

For illustration we chose α = 0.15. The bottom left panel of Figure 18.18
shows a plot of the ordered p-values p(j), and the line with slope 0.15/12625.
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Algorithm 18.2 Benjamini–Hochberg (BH) Method.

1. Fix the false discovery rate α and let p(1) ≤ p(2) ≤ · · · ≤ p(M) denote
the ordered p-values

2. Define

L = max
{

j : p(j) < α · j

M

}
. (18.44)

3. Reject all hypotheses H0j for which pj ≤ p(L), the BH rejection
threshold.

Genes ordered by p−value
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FIGURE 18.19. Microarray example continued. Shown is a plot of the ordered
p-values p(j) and the line 0.15 · (j/12, 625), for the Benjamini–Hochberg method.
The largest j for which the p-value p(j) falls below the line, gives the BH threshold,
Here this occurs at j = 11, indicated by the vertical line. Thus the BH method
calls significant the 11 genes (in red) with smallest p-values.
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Algorithm 18.3 The Plug-in Estimate of the False Discovery Rate.

1. Create K permutations of the data, producing t-statistics tkj for fea-
tures j = 1, 2, . . . ,M and permutations k = 1, 2, . . . ,K.

2. For a range of values of the cut-point C, let

Robs =
M∑

j=1

I(|tj | > C), ̂E(V ) =
1
K

M∑
j=1

K∑
k=1

I(|tkj | > C). (18.46)

3. Estimate the FDR by ̂FDR = ̂E(V )/Robs.

Starting at the left and moving right, the BH method finds the last time
that the p-values fall below the line. This occurs at j = 11, so we reject
the 11 genes with smallest p-values. Note that the cutoff occurs at the 11th
smallest p-value, 0.00012, and the 11th largest of the values |tj | is 4.101
Thus we reject the 11 genes with |tj | ≥ 4.101.

From our brief description, it is not clear how the BH procedure works;
that is, why the corresponding FDR is at most 0.15, the value used for α.
Indeed, the proof of this fact is quite complicated (Benjamini and Hochberg,
1995).

A more direct way to proceed is a plug-in approach. Rather than starting
with a value for α, we fix a cut-point for our t-statistics, say the value
4.101 that appeared above. The number of observed values |tj | equal or
greater than 4.101 is 11. The total number of permutation values |tkj | equal
or greater than 4.101 is 1518, for an average of 1518/1000 = 1.518 per
permutation. Thus a direct estimate of the false discovery rate is ̂FDR =
1.518/11 ≈ 14%. Note that 14% is approximately equal to the value of
α = 0.15 used above (the difference is due to discreteness). This procedure
is summarized in Algorithm 18.3. To recap:

The plug-in estimate of FDR of Algorithm 18.3 is equivalent to the BH
procedure of Algorithm 18.2, using the permutation p-values (18.40).

This correspondence between the BH method and the plug-in estimate is
not a coincidence. Exercise 18.17 shows that they are equivalent in general.
Note that this procedure makes no reference to p-values at all, but rather
works directly with the test statistics.

The plug-in estimate is based on the approximation

E(V/R) ≈ E(V )
E(R)

, (18.47)

and in general ̂FDR is a consistent estimate of FDR (Storey, 2002; Storey et
al., 2004). Note that the numerator ̂E(V ) actually estimates (M/M0)E(V ),
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since the permutation distribution uses M rather M0 null hypotheses.
Hence if an estimate of M0 is available, a better estimate of FDR can be
obtained from (M̂0/M) · ̂FDR. Exercise 18.19 shows a way to estimate M0.
The most conservative (upwardly biased) estimate of FDR uses M0 = M .
Equivalently, an estimate of M0 can be used to improve the BH method,
through relation (18.45).

The reader might be surprised that we chose a value as large as 0.15 for
α, the FDR bound. We must remember that the FDR is not the same as
type-I error, for which 0.05 is the customary choice. For the scientist, the
false discovery rate is the expected proportion of false positive genes among
the list of genes that the statistician tells him are significant. Microarray
experiments with FDRs as high as 0.15 might still be useful, especially if
they are exploratory in nature.

18.7.2 Asymmetric Cutpoints and the SAM Procedure

In the testing methods described above, we used the absolute value of the
test statistic tj , and hence applied the same cut-points to both positive and
negative values of the statistic. In some experiments, it might happen that
most or all of the differentially expressed genes change in the positive direc-
tion (or all in the negative direction). For this situation it is advantageous
to derive separate cut-points for the two cases.

The significance analysis of microarrays (SAM) approach offers a way of
doing this. The basis of the SAM method is shown in Figure 18.20. On the
vertical axis we have plotted the ordered test statistics t(1) ≤ t(2) ≤ · · · ≤
t(M), while the horizontal axis shows the expected order statistics from the
permutations of the data: t̃(j) = (1/K)

∑K
k=1 tk(j), where tk(1) ≤ tk(2) ≤ · · · ≤

tk(M) are the ordered test statistics from permutation k.
Two lines are drawn, parallel to the 45◦ line, Δ units away. Starting at

the origin and moving to the right, we find the first place that the genes
leave the band. This defines the upper cutpoint Chi and all genes beyond
that point are called significant (marked red). Similarly we find the lower
cutpoint Clow for genes in the bottom left corner. Thus each value of the
tuning parameter Δ defines upper and lower cutpoints, and the plug-in
estimate ̂FDR for each of these cutpoints is estimated as before. Typically
a range of values of Δ and associated ̂FDR values are computed, from which
a particular pair are chosen on subjective grounds.

The advantage of the SAM approach lies in the possible asymmetry of
the cutpoints. In the example of Figure 18.20, with Δ = 0.71 we obtain
11 significant genes; they are all in the upper right. The data points in the
bottom left never leave the band, and hence Clow = −∞. Hence for this
value of Δ, no genes are called significant on the left (negative) side. We
do not impose symmetry on the cutpoints, as was done in Section 18.7.1,
as there is no reason to assume similar behavior at the two ends.
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FIGURE 18.20. SAM plot for the radiation sensitivity microarray data. On the
vertical axis we have plotted the ordered test statistics, while the horizontal axis
shows the expected order statistics of the test statistics from permutations of the
data. Two lines are drawn, parallel to the 45◦ line, Δ units away from it. Starting
at the origin and moving to the right, we find the first place that the genes leave
the band. This defines the upper cut-point Chi and all genes beyond that point are
called significant (marked in red). Similarly we define a lower cutpoint Clow. For
the particular value of Δ = 0.71 in the plot, no genes are called significant in the
bottom left.
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There is some similarity between this approach and the asymmetry possi-
ble with likelihood-ratio tests. Suppose we have a log-likelihood �0(tj) under
the null-hypothesis of no effect, and a log-likelihood �(tj) under the alterna-
tive. Then a likelihood ratio test amounts to rejecting the null-hypothesis
if

�(tj)− �0(tj) > Δ, (18.48)

for some Δ. Depending on the likelihoods, and particularly their relative
values, this can result in a different threshold for tj than for −tj . The SAM
procedure rejects the null-hypothesis if

|t(j) − t̃(j)| > Δ (18.49)

Again, the threshold for each t(j) depends on the corresponding value of
the null value t̃(j).

18.7.3 A Bayesian Interpretation of the FDR

There is an interesting Bayesian view of the FDR, developed in Storey
(2002) and Efron and Tibshirani (2002). First we need to define the positive
false discovery rate (pFDR) as

pFDR = E
[

V

R

∣∣∣∣R > 0
]

. (18.50)

The additional term positive refers to the fact that we are only interested
in estimating an error rate where positive findings have occurred. It is
this slightly modified version of the FDR that has a clean Bayesian inter-
pretation. Note that the usual FDR [expression (18.43)] is not defined if
Pr(R = 0) > 0.

Let Γ be a rejection region for a single test; in the example above we used
Γ = (−∞,−4.10) ∪ (4.10,∞). Suppose that M identical simple hypothe-
sis tests are performed with the i.i.d. statistics t1, . . . , tM and rejection
region Γ. We define a random variable Zj which equals 0 if the jth null
hypothesis is true, and 1 otherwise. We assume that each pair (tj , Zj) are
i.i.d random variables with

tj |Zj ∼ (1− Zj) · F0 + Zj · F1 (18.51)

for some distributions F0 and F1. This says that each test statistic tj comes
from one of two distributions: F0 if the null hypothesis is true, and F1

otherwise. Letting Pr(Zj = 0) = π0, marginally we have:

tj ∼ π0 · F0 + (1− π0) · F1. (18.52)

Then it can be shown (Efron et al., 2001; Storey, 2002) that
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pFDR(Γ) = Pr(Zj = 0|tj ∈ Γ). (18.53)

Hence under the mixture model (18.51), the pFDR is the posterior proba-
bility that the null hypothesis it true, given that test statistic falls in the
rejection region for the test; that is, given that we reject the null hypothesis
(Exercise 18.20).

The false discovery rate provides a measure of accuracy for tests based
on an entire rejection region, such as |tj | ≥ 2. But if the FDR of such a test
is say 10%, then a gene with say tj = 5 will be more significant than a gene
with tj = 2. Thus it is of interest to derive a local (gene-specific) version
of the FDR. The q-value (Storey, 2003) of a test statistic tj is defined to
be the smallest FDR over all rejection regions that reject tj . That is, for
symmetric rejection regions, the q-value for tj = 2 is defined to be the
FDR for the rejection region Γ = {−(∞,−2) ∪ (2,∞)}. Thus the q-value
for tj = 5 will be smaller than that for tj = 2, reflecting the fact that tj = 5
is more significant than tj = 2. The local false discovery rate (Efron and
Tibshirani, 2002) at t = t0 is defined to be

Pr(Zj = 0|tj = t0). (18.54)

This is the (positive) FDR for an infinitesimal rejection region surrounding
the value tj = t0.

18.8 Bibliographic Notes

Many references were given at specific points in this chapter; we give some
additional ones here. Dudoit et al. (2002a) give an overview and compar-
ison of discrimination methods for gene expression data. Levina (2002)
does some mathematical analysis comparing diagonal LDA to full LDA, as
p,N →∞ with p > N . She shows that with reasonable assumptions diago-
nal LDA has a lower asymptotic error rate than full LDA. Tibshirani et al.
(2001a) and Tibshirani et al. (2003) proposed the nearest shrunken-centroid
classifier. Zhu and Hastie (2004) study regularized logistic regression. High-
dimensional regression and the lasso are very active areas of research, and
many references are given in Section 3.8.5. The fused lasso was proposed
by Tibshirani et al. (2005), while Zou and Hastie (2005) introduced the
elastic net. Supervised principal components is discussed in Bair and Tib-
shirani (2004) and Bair et al. (2006). For an introduction to the analysis
of censored survival data, see Kalbfleisch and Prentice (1980).

Microarray technology has led to a flurry of statistical research: see for
example the books by Speed (2003), Parmigiani et al. (2003), Simon et al.
(2004), and Lee (2004).

The false discovery rate was proposed by Benjamini and Hochberg (1995),
and studied and generalized in subsequent papers by these authors and
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many others. A partial list of papers on FDR may be found on Yoav Ben-
jamini’s homepage. Some more recent papers include Efron and Tibshirani
(2002), Storey (2002), Genovese and Wasserman (2004), Storey and Tib-
shirani (2003) and Benjamini and Yekutieli (2005). Dudoit et al. (2002b)
review methods for identifying differentially expressed genes in microarray
studies.

Exercises

Ex. 18.1 For a coefficient estimate β̂j , let β̂j/||β̂j ||2 be the normalized ver-
sion. Show that as λ →∞, the normalized ridge-regression estimates con-
verge to the renormalized partial-least-squares one-component estimates.

Ex. 18.2 Nearest shrunken centroids and the lasso. Consider a (naive Bayes)
Gaussian model for classification in which the features j = 1, 2, . . . , p are
assumed to be independent within each class k = 1, 2, . . . ,K. With ob-
servations i = 1, 2, . . . , N and Ck equal to the set of indices of the Nk

observations in class k, we observe xij ∼ N(μj + μjk, σ2
j ) for i ∈ Ck with∑K

k=1 μjk = 0. Set σ̂2
j = s2

j , the pooled within-class variance for feature j,
and consider the lasso-style minimization problem

min
{μj ,μjk}

⎧⎨⎩1
2

p∑
j=1

K∑
k=1

∑
i∈Ck

(xij − μj − μjk)2

s2
j

+ λ
√

Nk

p∑
j=1

K∑
k=1

|μjk|
sj

.

⎫⎬⎭(18.55)

Show that the solution is equivalent to the nearest shrunken centroid es-
timator (18.5), with s0 set to zero, and Mk equal to 1/Nk instead of
1/Nk − 1/N as before.

Ex. 18.3 Show that the fitted coefficients for the regularized multiclass
logistic regression problem (18.10) satisfy

∑K
k=1 β̂kj = 0, j = 1, . . . , p.

What about the β̂k0? Discuss issues with these constant parameters, and
how they can be resolved.

Ex. 18.4 Derive the computational formula (18.15) for ridge regression.
[Hint: Use the first derivative of the penalized sum-of-squares criterion to
show that if λ > 0, then β̂ = XT s for some s ∈ IRN .]

Ex. 18.5 Prove the theorem (18.16)–(18.17) in Section 18.3.5, by decom-
posing β and the rows of X into their projections into the column space of
V and its complement in IRp.

Ex. 18.6 Show how the theorem in Section 18.3.5 can be applied to regu-
larized discriminant analysis [Section 4.14 and Equation (18.9)].
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Ex. 18.7 Consider a linear regression problem where p � N , and assume
the rank of X is N . Let the SVD of X = UDVT = RVT , where R is
N ×N nonsingular, and V is p×N with orthonormal columns.

(a) Show that there are infinitely many least-squares solutions all with
zero residuals.

(b) Show that the ridge-regression estimate for β can be written

β̂λ = V(RT R + λI)−1RT y (18.56)

(c) Show that when λ = 0, the solution β̂0 = VD−1UT y has residuals
all equal to zero, and is unique in that it has the smallest Euclidean
norm amongst all zero-residual solutions.

Ex. 18.8 Data Piling. Exercise 4.2 shows that the two-class LDA solution
can be obtained by a linear regression of a binary response vector y con-
sisting of −1s and +1s. The prediction β̂T x for any x is (up to a scale and
shift) the LDA score δ(x). Suppose now that p � N .

(a) Consider the linear regression model f(x) = α + βT x fit to a binary
response Y ∈ {−1,+1}. Using Exercise 18.7, show that there are
infinitely many directions defined by β̂ in IRp onto which the data
project to exactly two points, one for each class. These are known as
data piling directions (Ahn and Marron, 2005).

(b) Show that the distance between the projected points is 2/||β̂||, and
hence these directions define separating hyperplanes with that mar-
gin.

(c) Argue that there is a single maximal data piling direction for which
this distance is largest, and is defined by β̂0 = VD−1UT y = X−y,
where X = UDVT is the SVD of X.

Ex. 18.9 Compare the data piling direction of Exercise 18.8 to the direction
of the optimal separating hyperplane (Section 4.5.2) qualitatively. Which
makes the widest margin, and why? Use a small simulation to demonstrate
the difference.

Ex. 18.10 When p � N , linear discriminant analysis (see Section 4.3) is
degenerate because the within-class covariance matrix W is singular. One
version of regularized discriminant analysis (4.14) replaces W by a ridged
version W + λI, leading to a regularized discriminant function δλ(x) =
xT (W + λI)−1(x̄1 − x̄−1). Show that δ0(x) = limλ↓0 δλ(x) corresponds to
the maximal data piling direction defined in Exercise 18.8.

Ex. 18.11 Suppose you have a sample of N pairs (xi, yi), with yi binary
and xi ∈ IR1. Suppose also that the two classes are separable; e.g., for each
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pair i, i′ with yi = 0 and yi′ = 1, xi′ − xi ≥ C for some C > 0. You wish
to fit a linear logistic regression model logitPr(Y = 1|X) = α + βX by
maximum-likelihood. Show that β̂ is undefined.

Ex. 18.12 Suppose we wish to select the ridge parameter λ by 10-fold cross-
validation in a p � N situation (for any linear model). We wish to use the
computational shortcuts described in Section 18.3.5. Show that we need
only to reduce the N × p matrix X to the N ×N matrix R once, and can
use it in all the cross-validation runs.

Ex. 18.13 Suppose our p > N predictors are presented as an N ×N inner-
product matrix K = XXT , and we wish to fit the equivalent of a linear
logistic regression model in the original features with quadratic regulariza-
tion. Our predictions are also to be made using inner products; a new x0

is presented as k0 = Xx0. Let K = UD2UT be the eigen-decomposition of
K. Show that the predictions are given by f̂0 = kT

0 α̂, where

(a) α̂ = UD−1β̂, and

(b) β̂ is the ridged logistic regression estimate with input matrix R =
UD.

Argue that the same approach can be used for any appropriate kernel
matrix K.

Ex. 18.14 Distance weighted 1-NN classification. Consider the 1-nearest-
neighbor method (Section 13.3) in a two-class classification problem. Let
d+(x0) be the shortest distance to a training observation in class +1, and
likewise d−(x0) the shortest distance for class −1. Let N− be the number
of samples in class −1, N+ the number in class +1, and N = N− + N+.

(a) Show that

δ(x0) = log
d−(x0)
d+(x0)

(18.57)

can be viewed as a nonparametric discriminant function correspond-
ing to 1-NN classification. [Hint: Show that f̂+(x0) = 1

N+d+(x0)
can

be viewed as a nonparametric estimate of the density in class +1 at
x0].

(b) How would you modify this function to introduce class prior probabil-
ities π+ and π− different from the sample-priors N+/N and N−/N?

(c) How would you generalize this approach for K-NN classification?

Ex. 18.15 Kernel PCA. In Section 18.5.2 we show how to compute the
principal component variables Z from an uncentered inner-product matrix
K. We compute the eigen-decomposition (I − M)K(I − M) = UD2UT ,
with M = 11T /N , and then Z = UD. Suppose we have the inner-product
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vector k0, containing the N inner-products between a new point x0 and
each of the xi in our training set. Show that the (centered) projections of
x0 onto the principal-component directions are given by

z0 = D−1UT (I−M) [k0 −K1/N ] . (18.58)

Ex. 18.16 Bonferroni method for multiple comparisons. Suppose we are in
a multiple-testing scenario with null hypotheses H0j , j = 1, 2, . . . ,M , and
corresponding p-values pj , i = 1, 2, . . . ,M . Let A be the event that at least
one null hypothesis is falsely rejected, and let Aj be the event that the
jth null hypothesis is falsely rejected. Suppose that we use the Bonferroni
method, rejecting the jth null hypothesis if pj < α/M .

(a) Show that Pr(A) ≤ α. [Hint: Pr(Aj ∪ Aj′) = Pr(Aj) + Pr(Aj′) −
Pr(Aj ∩Aj′)]

(b) If the hypotheses H0j , j = 1, 2, . . . ,M , are independent, then Pr(A) =
1−Pr(AC) = 1−

∏M
j=1 Pr(AC

j ) = 1− (1−α/M)M . Use this to show
that Pr(A) ≈ α in this case.

Ex. 18.17 Equivalence between Benjamini–Hochberg and plug-in methods.

(a) In the notation of Algorithm 18.2, show that for rejection threshold
p0 = p(L), a proportion of at most p0 of the permuted values tkj
exceed |T |(L) where |T |(L) is the Lth largest value among the |tj |.
Hence show that the plug-in FDR estimate ̂FDR is less than or equal
to p0 ·M/L = α.

(b) Show that the cut-point |T |(L+1) produces a test with estimated FDR
greater than α.

Ex. 18.18 Use result (18.53) to show that

pFDR =
π0 · {Type I error of Γ}

π0 · {Type I error of Γ}+ π1{Power of Γ} (18.59)

(Storey, 2003).

Ex. 18.19 Consider the data in Table 18.4 of Section (18.7), available from
the book website.

(a) Using a symmetric two-sided rejection region based on the t-statistic,
compute the plug-in estimate of the FDR for various values of the
cut-point.

(b) Carry out the BH procedure for various FDR levels α and show the
equivalence of your results, with those from part (a).
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(c) Let (q.25, q.75) be the quartiles of the t-statistics from the permuted
datasets. Let π̂0 = {#tj ∈ (q.25, q.75)}/(.5M), and set π̂0 = min(π̂0, 1).
Multiply the FDR estimates from (a) by π̂0 and examine the results.

(d) Give a motivation for the estimate in part (c).

(Storey, 2003)

Ex. 18.20 Proof of result 18.20. Write

pFDR = E

(
V

R
|R > 0

)
(18.60)

=
M∑

k=1

E

[
V

R
|R = k

]
Pr(R = k|R > 0) (18.61)

Use the fact that given R = k, V is a binomial random variable, with k
trials and probability of success Pr(H = 0|T ∈ Γ), to complete the proof.



This is page 699
Printer: Opaque this

References

Abu-Mostafa, Y. (1995). Hints, Neural Computation 7: 639–671.

Ackley, D. H., Hinton, G. and Sejnowski, T. (1985). A learning algorithm
for Boltzmann machines, Trends in Cognitive Sciences 9: 147–169.

Adam, B.-L., Qu, Y., Davis, J. W., Ward, M. D., Clements, M. A.,
Cazares, L. H., Semmes, O. J., Schellhammer, P. F., Yasui, Y.,
Feng, Z. and Wright, G. (2003). Serum protein fingerprinting cou-
pled with a pattern-matching algorithm distinguishes prostate cancer
from benign prostate hyperplasia and healthy mean, Cancer Research
63(10): 3609–3614.

Agrawal, R., Mannila, H., Srikant, R., Toivonen, H. and Verkamo, A. I.
(1995). Fast discovery of association rules, Advances in Knowledge
Discovery and Data Mining, AAAI/MIT Press, Cambridge, MA.

Agresti, A. (1996). An Introduction to Categorical Data Analysis, Wiley,
New York.

Agresti, A. (2002). Categorical Data Analysis (2nd Ed.), Wiley, New York.

Ahn, J. and Marron, J. (2005). The direction of maximal data piling in high
dimensional space, Technical report, Statistics Department, University
of North Carolina, Chapel Hill.

Akaike, H. (1973). Information theory and an extension of the maximum
likelihood principle, Second International Symposium on Information
Theory, pp. 267–281.



700 References

Allen, D. (1977). The relationship between variable selection and data
augmentation and a method of prediction, Technometrics 16: 125–7.

Ambroise, C. and McLachlan, G. (2002). Selection bias in gene extraction
on the basis of microarray gene-expression data, Proceedings of the
National Academy of Sciences 99: 6562–6566.

Amit, Y. and Geman, D. (1997). Shape quantization and recognition with
randomized trees, Neural Computation 9: 1545–1588.

Anderson, J. and Rosenfeld, E. (eds) (1988). Neurocomputing: Foundations
of Research, MIT Press, Cambridge, MA.

Anderson, T. (2003). An Introduction to Multivariate Statistical Analysis,
3rd ed., Wiley, New York.

Bach, F. and Jordan, M. (2002). Kernel independent component analysis,
Journal of Machine Learning Research 3: 1–48.

Bair, E. and Tibshirani, R. (2004). Semi-supervised methods to predict
patient survival from gene expression data, PLOS Biology 2: 511–522.

Bair, E., Hastie, T., Paul, D. and Tibshirani, R. (2006). Prediction by
supervised principal components, Journal of the American Statistical
Association 101: 119–137.

Bakin, S. (1999). Adaptive regression and model selection in data mining
problems, Technical report, PhD. thesis, Australian National Univer-
sity, Canberra.

Banerjee, O., Ghaoui, L. E. and d’Aspremont, A. (2008). Model selection
through sparse maximum likelihood estimation for multivariate gaus-
sian or binary data, Journal of Machine Learning Research 9: 485–516.

Barron, A. (1993). Universal approximation bounds for superpositions of a
sigmoid function, IEEE Transactions on Information Theory 39: 930–
945.

Bartlett, P. and Traskin, M. (2007). Adaboost is consistent, in
B. Schölkopf, J. Platt and T. Hoffman (eds), Advances in Neural Infor-
mation Processing Systems 19, MIT Press, Cambridge, MA, pp. 105–
112.

Becker, R., Cleveland, W. and Shyu, M. (1996). The visual design and con-
trol of trellis display, Journal of Computational and Graphical Statis-
tics 5: 123–155.

Bell, A. and Sejnowski, T. (1995). An information-maximization approach
to blind separation and blind deconvolution, Neural Computation
7: 1129–1159.



References 701

Bellman, R. E. (1961). Adaptive Control Processes, Princeton University
Press.

Benjamini, Y. and Hochberg, Y. (1995). Controlling the false discovery
rate: a practical and powerful approach to multiple testing, Journal of
the Royal Statistical Society Series B. 85: 289–300.

Benjamini, Y. and Yekutieli, Y. (2005). False discovery rate controlling
confidence intervals for selected parameters, Journal of the American
Statistical Association 100: 71–80.

Bickel, P. and Levina, E. (2004). Some theory for Fisher’s linear discrim-
inant function,“Naive Bayes”, and some alternatives when there are
many more variables than observations, Bernoulli 10: 989–1010.

Bickel, P. J., Ritov, Y. and Tsybakov, A. (2008). Simultaneous analysis of
lasso and Dantzig selector, Annals of Statistics. to appear.

Bishop, C. (1995). Neural Networks for Pattern Recognition, Clarendon
Press, Oxford.

Bishop, C. (2006). Pattern Recognition and Machine Learning, Springer,
New York.

Bishop, Y., Fienberg, S. and Holland, P. (1975). Discrete Multivariate
Analysis, MIT Press, Cambridge, MA.

Boyd, S. and Vandenberghe, L. (2004). Convex Optimization, Cambridge
University Press.

Breiman, L. (1992). The little bootstrap and other methods for dimension-
ality selection in regression: X-fixed prediction error, Journal of the
American Statistical Association 87: 738–754.

Breiman, L. (1996a). Bagging predictors, Machine Learning 26: 123–140.

Breiman, L. (1996b). Stacked regressions, Machine Learning 24: 51–64.

Breiman, L. (1998). Arcing classifiers (with discussion), Annals of Statistics
26: 801–849.

Breiman, L. (1999). Prediction games and arcing algorithms, Neural Com-
putation 11(7): 1493–1517.

Breiman, L. (2001). Random forests, Machine Learning 45: 5–32.

Breiman, L. and Friedman, J. (1997). Predicting multivariate responses
in multiple linear regression (with discussion), Journal of the Royal
Statistical Society Series B. 59: 3–37.



702 References

Breiman, L. and Ihaka, R. (1984). Nonlinear discriminant analysis via
scaling and ACE, Technical report, University of California, Berkeley.

Breiman, L. and Spector, P. (1992). Submodel selection and evaluation
in regression: the X-random case, International Statistical Review
60: 291–319.

Breiman, L., Friedman, J., Olshen, R. and Stone, C. (1984). Classification
and Regression Trees, Wadsworth, New York.

Bremaud, P. (1999). Markov Chains: Gibbs Fields, Monte Carlo Simula-
tion, and Queues, Springer, New York.

Brown, P., Spiegelman, C. and Denham, M. (1991). Chemometrics and
spectral frequency selection, Transactions of the Royal Society of Lon-
don Series A. 337: 311–322.

Bruce, A. and Gao, H. (1996). Applied Wavelet Analysis with S-PLUS,
Springer, New York.
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Nonparametric logistic regression,
299–304

Normal (Gaussian) distribution,
16, 31

Normal equations, 12
Numerical optimization, 395–396

Object dissimilarity, 505–507
Online algorithm, 397
Optimal scoring, 445, 450–451
Optimal separating hyperplane, 132–

135
Optimism of the training error rate,

228–230
Ordered categorical (ordinal) pre-

dictor, 10, 504
Ordered features, 666
Orthogonal predictors, 53
Overfitting, 220, 228–230, 364

PageRank, 576
Pairwise distance, 668
Pairwise Markov property, 628
Parametric bootstrap, 264
Partial dependence plots, 369–370
Partial least squares, 80–82, 680
Partition function, 638
Parzen window, 208
Pasting, 318
Path algorithm, 73–79, 86–89, 432
Patient rule induction method(PRIM),

317–321, 499–501
Peeling, 318
Penalization, 607, see regulariza-

tion
Penalized discriminant analysis, 446–

449
Penalized polynomial regression,

171
Penalized regression, 34, 61–69, 171
Penalty matrix, 152, 189

Perceptron, 392–416
Piecewise polynomials and splines,

36, 143
Posterior

distribution, 268
probability, 233–235, 268

Power method, 577
Pre-conditioning, 681–683
Prediction accuracy, 329
Prediction error, 18
Predictive distribution, 268
PRIM, see Patient rule induction

method
Principal components, 66–67, 79–

80, 534–539, 547
regression, 79–80
sparse, 550
supervised, 674

Principal curves and surfaces, 541–
544

Principal points, 541
Prior distribution, 268–272
Procrustes

average, 540
distance, 539

Projection pursuit, 389–392, 565
regression, 389–392

Prototype classifier, 459–463
Prototype methods, 459–463
Proximity matrices, 503
Pruning, 308

QR decomposition, 55
Quadratic approximations and in-

ference, 124
Quadratic discriminant function,

108, 110

Radial basis function (RBF) net-
work, 392

Radial basis functions, 212–214,
275, 393

Radial kernel, 548
Random forest, 409, 587–604

algorithm, 588
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bias, 596–601
comparison to boosting, 589
example, 589
out-of-bag (oob), 592
overfit, 596
proximity plot, 595
variable importance, 593
variance, 597–601

Rao score test, 125
Rayleigh quotient, 116
Receiver operating characteristic

(ROC) curve, 317
Reduced-rank linear discriminant

analysis, 113
Regression, 11–14, 43–99, 200–204
Regression spline, 144
Regularization, 34, 167–176
Regularized discriminant analysis,

112–113, 654
Relevance network, 631
Representer of evaluation, 169
Reproducing kernel Hilbert space,

167–176, 428–429
Reproducing property, 169
Responsibilities, 274–275
Ridge regression, 61–68, 650, 659
Risk factor, 122
Robust fitting, 346–350
Rosenblatt’s perceptron learning

algorithm, 130
Rug plot, 303
Rulefit, 623

SAM, 690–693, see Significance Anal-
ysis of Microarrays

Sammon mapping, 571
SCAD, 92
Scaling of the inputs, 398
Schwarz’s criterion, 230–235
Score equations, 120, 265
Self-consistency property, 541–543
Self-organizing map (SOM), 528–

534
Sensitivity of a test, 314–317
Separating hyperplane, 132–135

Separating hyperplanes, 136, 417–
419

Separator, 628
Shape average, 482, 540
Shrinkage methods, 61–69, 652
Sigmoid, 393
Significance Analysis of Microar-

rays, 690–693
Similarity measure, see Dissimi-

larity measure
Single index model, 390
Singular value decomposition, 64,

535–536, 659
singular values, 535
singular vectors, 535

Sliced inverse regression, 480
Smoother, 139–156, 192–199

matrix, 153
Smoothing parameter, 37, 156–161,

198–199
Smoothing spline, 151–156
Soft clustering, 512
Soft-thresholding, 653
Softmax function, 393
SOM, see Self-organizing map
Sparse, 175, 304, 610–613, 636

additive model, 91
graph, 625, 635

Specificity of a test, 314–317
Spectral clustering, 544–547
Spline, 186

additive, 297–299
cubic, 151–153
cubic smoothing, 151–153
interaction, 428
regression, 144
smoothing, 151–156
thin plate, 165

Squared error loss, 18, 24, 37, 219
SRM, see Structural risk minimiza-

tion
Stacking (stacked generalization),

290
Starting values, 397
Statistical decision theory, 18–22
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Statistical model, 28–29
Steepest descent, 358, 395–397
Stepwise selection, 60
Stochastic approximation, 397
Stochastic search (bumping), 290–

292
Stress function, 570–572
Structural risk minimization (SRM),

239–241
Subset selection, 57–60
Supervised learning, 2
Supervised principal components,

674–681
Support vector classifier, 417–421,

654
multiclass, 657

Support vector machine, 423–437
SURE shrinkage method, 179
Survival analysis, 674
Survival curve, 674
SVD, see Singular value decom-

position
Symmlet basis, 176

Tangent distance, 471–475
Tanh activation function, 424
Target variables, 10
Tensor product basis, 162
Test error, 220–223
Test set, 220
Thin plate spline, 165
Thinning strategy, 189
Trace of a matrix, 153
Training epoch, 397
Training error, 220–223
Training set, 219–223
Tree for regression, 307–308
Tree-based methods, 305–317
Trees for classification, 308–310
Trellis display, 202

Undirected graph, 625–648
Universal approximator, 390
Unsupervised learning, 2, 485–585
Unsupervised learning as super-

vised learning, 495–497

Validation set, 222
Vapnik-Chervonenkis (VC) dimen-

sion, 237–239
Variable importance plot, 594
Variable types and terminology, 9
Variance, 16, 25, 37, 158–161, 219

between, 114
within, 114, 446

Variance reduction, 588
Varying coefficient models, 203–

204
VC dimension, see Vapnik–Chervon-

enkis dimension
Vector quantization, 514–515
Voronoi regions, 510

Wald test, 125
Wavelet

basis functions, 176–179
smoothing, 174
transform, 176–179

Weak learner, 383, 605
Weakest link pruning, 308
Webpages, 576
Website for book, 8
Weight decay, 398
Weight elimination, 398
Weights in a neural network, 395
Within class covariance matrix, 114,

446


